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Abstract: This study forecasts monthly international tourist arrivals in ten Central and Eastern
European (CEE) countries using a parsimonious time-series framework designed for strong
seasonality and pandemic-induced disruptions. Using data from 2004-2025, we estimate an
ARIMAX model incorporating a deterministic trend, Fourier seasonal terms, and a COVID-19
intervention dummy. Out-of-sample evaluation for 2024-2025 shows strong predictive
performance across countries. Comparative analysis with a BiLSTM-Transformer benchmark
indicates that the statistical model remains highly competitive in environments dominated by
stable seasonal patterns. Based on the preferred specification, we generate 12-month-ahead
forecasts for 2026 that preserve the expected summer peak and provide actionable guidance
for capacity planning and sustainable tourism management in the region.
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INTRODUCTION

Tourism is one of the most dynamic components of the global service economy and a key
source of output, employment, and foreign-exchange revenues. International arrivals typically
follow persistent seasonal cycles and are highly exposed to global shocks. In the Central and
Eastern European (CEE) region, tourism is particularly strategic due to economic transition
dynamics, European integration, and increasing connectivity through low-cost carriers and
cross-border mobility networks. Over the last two decades, CEE destinations have experienced
substantial growth in inbound flows, alongside sharp disruptions during episodes such as the
global financial crisis and, most notably, the COVID-19 pandemic.

Accurate tourism demand forecasts are essential for destination management organizations,
policymakers, and private stakeholders. Forecasts support capacity planning, infrastructure
investment, pricing strategies, workforce allocation, and sustainability initiatives. Conventional
forecasting research has long relied on ARIMA-type models, which can perform well when
seasonal patterns are stable. However, tourism demand is also shaped by nonlinear recovery
paths, behavioral responses, and sudden regime shifts, particularly in the post-pandemic
environment. These features motivate the use of forecasting frameworks that explicitly
accommodate deterministic seasonality and structural interventions.
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In parallel, the literature increasingly evaluates machine learning and deep learning models—
such as gradient boosting and recurrent neural networks—for their ability to capture nonlinear
patterns and complex temporal dependencies. Yet the empirical advantage of high-capacity
models is not guaranteed in all settings; in particular, when the dominant signal is a strong
seasonal cycle and when the available exogenous information is limited, parsimonious
statistical models can remain highly competitive.

This study contributes to the tourism forecasting literature by developing a transparent and
reproducible monthly forecasting framework for ten CEE economies (Czechia, Estonia, Croatia,
Latvia, Lithuania, Hungary, Poland, Romania, Slovenia, and Slovakia) using data spanning
2004-2025. We estimate an ARIMAX model augmented with Fourier seasonal terms,
deterministic trend, and a COVID-19 intervention dummy, and assess performance using a
strict out-of-sample design with a 24-month test window (2024-2025). We further benchmark
results against a direct multi-step BiLSTM—-Transformer architecture to evaluate whether added
nonlinear capacity yields gains beyond a well-specified time-series baseline.

The remainder of the paper is organized as follows. Section 2 reviews related research. Section
3 presents data and methodology. Section 4 concludes with limitations and directions for future
work.

1 LITERATURE REVIEW

Tourism demand modeling is traditionally grounded in neoclassical demand theory, where
tourist arrivals are explained by income levels and relative prices. Early compact econometric
models, such as (Aki, 1998), applied a double-logarithmic specification to estimate tourism
demand for Turkey and found positive income elasticity and negative price elasticity, consistent
with standard demand theory. Such log-linear models became foundational in tourism
economics and provided the theoretical basis for subsequent forecasting studies.

During the 1990s and 2000s, tourism forecasting research increasingly relied on time-series
methodologies. Song & Li (2008) document the dominance of ARIMA, SARIMA, and
econometric demand models in tourism forecasting, emphasizing their strong theoretical
foundation and interpretability. However, they also note that model performance depends
heavily on structural stability. Song et al. (2008) further argue that forecast accuracy
deteriorates during periods of structural change, such as financial crises or global shocks,
highlighting the limitations of purely linear approaches. Extending this debate to city-level
tourism, Gunter & Onder (2015) evaluate the accuracy of univariate and multivariate models
for Paris, finding that while traditional time-series models are robust, their predictive power
varies significantly depending on the inclusion of specific city-level explanatory variables and
the forecast horizon.

Recent empirical work in Central and Eastern Europe continues to rely on traditional time-
series methods. KosSikova et al. (2025) analyze tourist overnight stays in Slovakia, Hungary,
and the Czech Republic using ARIMA-based models applied to Eurostat monthly data for the
period 2001-2025. Their findings confirm the presence of strong seasonal patterns and long-
term trends in tourism demand, demonstrating that ARIMA-type models remain effective tools
for short-term forecasting in relatively stable conditions. However, the authors suggest that
the integration of Al-based approaches may enhance forecasting accuracy, particularly in the
post-pandemic tourism environment characterized by structural disruptions.

In parallel with these developments, machine learning (ML) approaches have gained increasing
attention in tourism forecasting. Unlike traditional econometric models, ML techniques do not
impose strict functional form assumptions and are capable of capturing nonlinear interactions
and high-dimensional patterns. Law et al. (2019) demonstrate that deep learning architectures
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outperform traditional benchmarks in forecasting tourist arrivals, particularly in the presence
of nonlinear seasonal structures. Their results indicate that neural networks provide superior
predictive performance when complex temporal dependencies exist.

Subsequent studies further extend ML applications in tourism. Sun et al. (2021) propose an
ensemble deep learning framework that combines multiple algorithms to enhance robustness
and predictive accuracy. Their findings suggest that ensemble approaches outperform single-
model specifications. Similarly, Xu et al. (2023) show that incorporating multiple explanatory
factors within deep learning architectures improves forecasting precision in high-frequency
tourism data.

Another strand of the literature incorporates big data and behavioral indicators into forecasting
frameworks. Pan et al. (2012) demonstrate that Google search query data significantly improve
tourism demand predictions by capturing real-time consumer intentions. The integration of
such high-frequency behavioral data has become particularly relevant in the aftermath of
COVID-19, when tourism recovery trajectories exhibit nonlinear and asymmetric dynamics.

Overall, the literature reveals a methodological evolution from compact econometric demand
models Aki (1998), to classical time-series frameworks (Song & Li, 2008), and more recently
to machine learning and deep learning approaches (Law et al. 2019; Sun et al., 2021; Xu et
al., 2023; Agan Celik et al., 2026). However, systematic comparative evidence evaluating
traditional time-series and machine learning models for Central and Eastern European
economies remains limited. Given the structural transitions, geopolitical exposure, and post-
pandemic volatility characterizing the region, assessing the relative forecasting performance
of these approaches constitutes an important research gap addressed by the present study.

Despite the growing body of research on tourism forecasting, comparative evidence on the
relative performance of parsimonious statistical models and deep learning architectures in the
context of Central and Eastern Europe remains limited. Existing studies tend to focus either on
single-country applications or on methodological comparisons without explicitly considering
the role of strong seasonal structures and post-pandemic recovery dynamics. This study
addresses this gap by providing a systematic cross-country evaluation under a unified
forecasting framework.

2 METHODOLOGY

Data and notation

This study analyzes monthly international tourist arrivals for ten Central and Eastern European
(CEE) economies—Czechia, Estonia, Croatia, Latvia, Lithuania, Hungary, Poland, Romania,
Slovenia, and Slovakia—over the period January 2004 to December 2025. Let y;, denote the
tourist arrivals for country i at month t. The forecasting exercise is conducted separately for
each country using a univariate time-series setting augmented with deterministic and
intervention-type covariates capturing seasonal structure, long-run trend, and the COVID-19
shock.

Pre-processing and transformation

Tourism flows typically display strong seasonality, level shifts, and heteroskedasticity. To
stabilize variance and reduce the leverage of extreme observations, the dependent variable is
transformed using the log-plus-one operator, as defined in Eq. (1).

Vie=In(1+y;,) (1)
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Missing observations (if any) are handled via linear interpolation to preserve monthly
continuity. To prevent artificial distortion of the COVID-19 collapse, outlier treatment is applied
using an interquartile range (IQR) rule excluding the COVID window. Specifically, observations
outside [Q, — 1.5IQR, Q5 + 1.5 IQR] are flagged as outliers and replaced by the nearest non-
outlier value in time, while values during the COVID interval are left unchanged.

For neural models, inputs are standardized using z-scores calculated only on the training
sample, as reported in Eq. (2),

7y, = Tt )

where u; and o; are the mean and standard deviation of ¥; . over the training period for country
i. This procedure prevents information leakage from the validation and test periods and
ensures a consistent evaluation across countries.

Exogenous features: trend, seasonal Fourier terms, and COVID intervention

To capture the systematic components of tourism demand beyond autoregressive dynamics,
the forecasting framework incorporates three classes of exogenous regressors: a deterministic
trend, Fourier-based seasonal terms, and a COVID-19 intervention dummy. First, long-run
structural change in tourism capacity and demand is proxied by a normalized time trend
variable defined in Eq. (3), which monotonically increases from the beginning to the end of
the sample. Second, given the strong and persistent annual seasonality in monthly tourist
arrivals, seasonal dynamics are modeled using a parsimonious Fourier representation.

trend, = = 3

T_

[

Specifically, the seasonal component is approximated by a set of sine and cosine terms with
K harmonics, as stated in Eq. (4), allowing the model to flexibly capture smooth within-year
cyclical patterns without introducing a large number of monthly dummy parameters.

=3 [owin (22)  hycos (242 @

where m; € {1,...,12} is the calendar month. Fourier seasonality provides a parsimonious
representation of the repeating annual cycle and is used consistently across both statistical
and machine-learning models. Third, to explicitly account for the structural disruption caused
by the COVID-19 pandemic, an intervention dummy is included as defined in Eq. (5).

1, t e [2020-03, 2021-06]
0, otherwise.

()

covid, = {

Let x; collect these exogenous regressors: x; = (trend,, covid,, sin (), cos (-)).

This dummy equals one during the pandemic window (2020-03 to 2021-06) and zero
otherwise, enabling the model to represent the abrupt level shift and the subsequent
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normalization process as an exogenous shock rather than treating it as irregular noise.
Collectively, these covariates form the vector x,, which is integrated into both the statistical
benchmark and the deep learning specifications to improve interpretability and forecasting
robustness under strong seasonality and post-crisis adjustment dynamics.

Forecast design: 24-month test and 12-month horizon

A strict time-ordered evaluation design is employed to ensure a realistic assessment of out-of-
sample predictive performance. The sample is partitioned into a training period ending in
December 2022, a validation period covering January—December 2023 (used for early stopping
and model selection in neural models), and a 24-month test period spanning January 2024-
December 2025. In addition, the study produces a 12-month-ahead out-of-sample projection
for January—December 2026. This rolling-origin logic ensures that, at each forecast origin,
model estimation relies only on information available up to that time point, and test forecasts
are generated without using future realized values. Accordingly, the evaluation mirrors
operational forecasting conditions faced by tourism stakeholders and avoids look-ahead bias.

Statistical benchmark: ARIMAX with Fourier seasonality and intervention

As a transparent and interpretable benchmark, we estimate an ARIMAX model on the variance-
stabilized series ¥; .. The baseline specification is given in Eq. (6),

d(L)(1 - L)df’i,t = ,BTxt + O(L)e; s (6)

where ®(L) and ©(L) denote the autoregressive and moving-average lag polynomials, dis the
differencing order, and ¢;, is a serially uncorrelated innovation term. The model additionally
includes the exogenous regressor vector x;, which comprises the deterministic trend, Fourier
seasonal terms, and the COVID-19 intervention dummy described above. Importantly, because
seasonality is already captured parsimoniously through the Fourier representation embedded
in x;, we do not impose a separate seasonal ARIMA component to avoid double-counting the
seasonal structure. Parameters are estimated by maximum likelihood, and forecasts are
generated on the transformed scale and then back-transformed to levels using J;, =
exp (¥;:) — 1, ensuring that predictive outputs are directly interpretable as tourist arrivals.

Direct multi-step BiLSTM-Transformer (DirectHybrid12)

To model the nonlinear and regime-dependent dynamics of monthly tourist arrivals, we employ
a direct multi-horizon deep learning architecture that integrates a bidirectional Long Short-
Term Memory (BiLSTM) encoder with a Transformer encoder, hereafter denoted as
DirectHybrid12. The dependent variable is first variance-stabilized using the log-plus-one
transformation, ¥, = In (1 + y;), and subsequently standardized via z-scores computed only
on the training set to prevent information leakage. For each country, the model is trained using
a rolling input window of length L = 12 months and produces simultaneous forecasts for the
next H = 12 months (direct multi-step strategy), thereby mitigating the error accumulation
commonly observed in recursive one-step forecasting.

The input representation consists of two components. First, the past sequence includes the
standardized target series along with aligned exogenous covariates—namely a normalized
deterministic trend, a COVID-19 intervention dummy, and Fourier seasonal terms (with K =
3harmonics). Second, the model receives the future path of exogenous covariates over the
forecast horizon (12 months), which are known by construction (trend and Fourier terms) and
assumed zero for the COVID dummy beyond the pandemic window. The BiLSTM encoder (two
stacked layers with bidirectional processing) extracts local temporal patterns and short-run
dependencies from the past window. The resulting sequence embedding is then refined by a
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Transformer encoder (multi-head self-attention) to capture global interactions and longer-
range dependencies within the encoded monthly states. A global pooling operation aggregates
the Transformer outputs into a fixed-length context vector, which is concatenated with the
flattened future covariate sequence. Finally, a multilayer perceptron (MLP) head maps this
combined representation into a 12-dimensional forecast vector.

Model training minimizes mean squared error over the full 12-step output vector using the
Adam optimizer. To control overfitting, early stopping is applied based on validation loss.
Forecast evaluation follows a strict time-ordered design: training uses observations up to 2022-
12, validation uses 2023, and testing is conducted over 2024-2025 (24 months). The 24-
month test is generated in two consecutive direct-12 blocks (forecasting 2024, then forecasting
2025 using the predicted 2024 values as the most recent history), ensuring a realistic multi-
step evaluation without relying on future actuals.

Evaluation metrics

Model accuracy is assessed over the 24-month out-of-sample test window (January 2024—
December 2025) using three widely adopted forecast evaluation criteria. Specifically, we
compute the root mean squared error (RMSE) as defined in Eq. (7), which penalizes large
forecast deviations more heavily and is therefore sensitive to occasional large errors.

In addition, we report the mean absolute error (MAE) in Eq. (8), which measures the average
magnitude of forecast errors in absolute terms and is less sensitive to extreme deviations than
RMSE. Finally, we evaluate goodness-of-fit using the coefficient of determination R? in Eq. (9),
which summarizes the proportion of variation in the realized series explained by the forecasts.

1 wH "
RMSE = \/E thl(ytm = Pe+n)? (7)
_1vH 5
MAE = EZh:l | Ye+n = Vean |, (8)
2 _ 4 _ XO-9)?
R =1-357 ®)

In all cases, H = 24 denotes the length of the test horizon. For each country, the preferred
model is selected based on the minimum RMSE criterion and is subsequently used to generate
the 12-month-ahead forecasts for 2026, ensuring a consistent model-selection rule across the
cross-country forecasting exercise.

3 RESULTS AND DISCUSSION

3.1 Forecasting environment and stylized facts

Monthly tourist arrivals in the CEE sample exhibit pronounced annual seasonality and strong
regime shifts, most notably during the COVID-19 disruption. The seasonal cycle is
characterized by low winter demand and pronounced summer peaks, which motivates the
inclusion of Fourier seasonal terms as a parsimonious representation of the annual pattern. In
addition, the pandemic period generates an abrupt level break and persistent after-effects;
therefore, we treat COVID as an intervention through a dedicated dummy variable and avoid
mechanically “smoothing away” the pandemic collapse during outlier handling. This design is
important for preserving the true structural shock in the data generating process and for
producing credible post-COVID forecasts.
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3.2 Out-of-sample predictive performance (test: 2024-2025)

Tab. 1 reports the forecasting accuracy of the benchmark ARIMAX specification over the 24-
month test window (January 2024-December 2025). Overall, the model achieves strong
predictive performance across countries, with an average RMSE of 88,163, average MAE of
73,401, and mean R? of 0.934 over the test set.

Tab. 1 Out-of-sample forecasting performance (Test: 2024—-2025)

Country RMSE MAE R?
Czechia 122,364 107,603 0.9456
Estonia 18,283 14,398 0.9606
Croatia 132,733 96,111 0.9924
Latvia 22,896 17,932 0.9292
Lithuania 30,583 22,753 0.8954
Hungary 86,497 75,898 0.9345
Poland 312,646 275,478 0.8448
Romania 62,038 50,617 0.9764
Slovenia 59,652 43,338 0.9580
Slovakia 33,939 29,877 0.9023

Notes: RMSE and MAE are computed in levels (tourist arrivals), while the model is estimated on
In(1 + y,)and then back-transformed. Seasonality is captured by Fourier terms (K=3) rather than a
seasonal ARIMA component, and a COVID-19 dummy is included as an intervention regressor (2020-03
to 2021-06). Source: Authors’ calculations.

The cross-country RMSE ranking (Fig. 1) highlights substantial heterogeneity in forecast
difficulty, which reflects differences in scale, volatility, and the relative importance of
idiosyncratic shocks.

Fig. 1 Model performance by country (ARIMAX + Fourier + Trend + COVID)
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The model performs best for smaller and relatively stable markets. Estonia records the lowest
error (RMSE = 18,283; R? = 0.961), followed by Latvia (RMSE = 22,896; R? = 0.929) and
Lithuania (RMSE = 30,583; R? =0.895). For these economies, the combination of
deterministic trend, Fourier seasonality and the COVID intervention appears sufficient to
capture the main systematic components of tourism demand, leading to tight alignment
between actual and predicted series in the test period (see Fig. 2a-2j).

Fig. 2 Actual vs Predicted by country (Test: 2024—-2025)
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1e6 Slovenia - Actual vs Predicted (Test: 2024-2025) Slovakia - Actual vs Predicted (Test: 2024-2025)
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By contrast, forecast errors are naturally larger for high-volume destinations and economies
with more pronounced volatility and shock sensitivity. Poland exhibits the highest test error
(RMSE = 312,646, R? = 0.845), while Croatia (RMSE = 132,733; R?> = 0.992) and Czechia
(RMSE = 122,364; R? = 0.946) also register relatively high RMSE due to their larger scale.
Importantly, Croatia’s very high R? indicates that the model explains most of the variation
despite the larger absolute error—consistent with the fact that RMSE is scale-dependent. This
pattern suggests that performance evaluation should consider both absolute measures
(RMSE/MAE) and goodness-of-fit measures (R?) when comparing countries with different
tourism volumes.

The strong performance of the benchmark specification can be attributed to three
complementary modeling choices. First, Fourier terms provide a smooth, low-dimensional
approximation of monthly seasonality that is robust and avoids over-parameterization. Second,
the deterministic trend captures gradual structural change in tourism capacity and demand.
Third, the COVID dummy explicitly models the major intervention shock rather than forcing
the model to treat the pandemic collapse as “noise.” Together, these features reduce
misspecification risk and allow the ARIMA component to focus on residual serial dependence.

From a substantive perspective, the results confirm that tourism demand in the region is
primarily shaped by regular seasonal dynamics, with shocks and interventions generating
temporary but substantial deviations from the baseline path. The close tracking of predicted
and realized series across 2024-2025 (Fig. 2a—2j) indicates that post-COVID normalization
dynamics are captured reasonably well by the model, albeit with larger residual variability in
high-volume destinations.

Consistent with the broader forecasting literature, deep learning architectures can add value
when nonlinearities, state-dependence, and interaction effects dominate. In our experiments,
the direct multi-step BILSTM-Transformer architecture is designed to reduce error
accumulation by predicting the entire 12-month horizon jointly and conditioning on known
future covariates. However, the empirical evidence suggests that a well-specified statistical
benchmark with Fourier seasonality and an intervention dummy remains highly competitive
for these monthly tourism series.

This outcome is consistent with the presence of strong, stable seasonal structure and the
limited availability of rich exogenous drivers beyond deterministic features. Put differently,
when seasonality is dominant and the signal is well captured by parsimonious deterministic
components, the incremental gains from complex neural architectures may be modest unless
additional informative covariates (e.g., macro-financial indicators, exchange rates, air capacity,
search intensity) are introduced.
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3.3 2026 out-of-sample projections

Using the preferred benchmark model, we generate 12-month ahead forecasts for January—
December 2026 (Fig. 3a—3j). The projections preserve the expected seasonal cycle, with
aggregate demand peaking in the summer months. Summing across the ten countries, the
model predicts a total of approximately 147,950,947 tourist arrivals in 2026, with the highest
aggregate month occurring in July 2026 at around 22,048,656 arrivals. This peak-month timing
is fully consistent with the region’s summer-driven tourism seasonality and provides a useful
planning benchmark for capacity management.

Fig. 3 Twelve-month-ahead forecasts for 2026 (monthly)
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intervention dummy; forecasts are back-transformed to levels. Source: Authors’ calculations.

Country-level annual totals for 2026 indicate a concentrated distribution across the region.
Poland accounts for the largest share of predicted arrivals (44.94 million; 30.37%), followed
by Czechia (24.48 million; 16.54%) and Croatia (23.50 million; 15.89%). Romania (15.68
million; 10.60%) and Hungary (14.47 million; 9.78%) form a second tier, while the remaining
countries collectively represent a smaller portion of regional demand. These projections
suggest that regional tourism capacity and infrastructure pressures are likely to remain most
acute in the largest markets, particularly during the summer peak, which has implications for
transport planning, accommodation supply, and seasonal labor demand.

The empirical findings of this study are broadly consistent with the evolving tourism forecasting
literature, which increasingly emphasizes that model performance is highly contingent on data
characteristics rather than model complexity alone. Early studies (Song & Li, 2008; Witt & Witt,
1995) highlight the robustness and interpretability of ARIMA-type models, particularly under
stable seasonal patterns. Our results strongly align with this strand, showing that ARIMAX with
Fourier terms achieves high predictive accuracy across CEE countries.

In contrast, more recent contributions advocate the superiority of machine learning and deep
learning approaches in capturing nonlinear dynamics (Law et al., 2019; Sun et al., 2021). While
these studies demonstrate improvements in complex environments, the present findings
suggest that such advantages are not universal. Specifically, when tourism demand is
dominated by strong and regular seasonal structures—as observed in the CEE region—the
incremental predictive gains from high-capacity neural architectures appear limited.

This result is supported by several comparative studies. For instance, Zhang et al. (2021)
report that ARIMA-based models often outperform or match machine learning methods in
relatively stable time-series settings. Similarly, Vasenska (2025) emphasizes that forecasting
accuracy depends critically on the availability of rich exogenous variables. In the absence of
such information, parsimonious statistical models may remain competitive or even preferable.

Overall, the findings reinforce a key insight in the recent literature: there is no universally
superior forecasting model. Instead, model performance depends on the interaction between
data structure, seasonality strength, and the richness of explanatory variables. In this context,
the strong performance of the ARIMAX specification in this study can be attributed to its ability
to efficiently capture deterministic seasonality and structural shocks, which appear to be the
dominant drivers of tourism demand in the CEE region.

CONCLUSION

This paper developed a transparent and reproducible monthly tourism forecasting framework
for ten CEE economies over 2004-2025. By combining an ARIMAX backbone with Fourier
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seasonal terms, deterministic trend, and a COVID-19 intervention dummy, the proposed
approach delivers strong out-of-sample accuracy over the 24-month test window (2024-2025),
with an average R?of 0.934. Results indicate that tourism demand in the region is primarily
governed by stable seasonal regularities, while major shocks generate temporary but
substantial deviations that must be modeled explicitly rather than treated as noise.

Comparative experiments with a direct multi-step BiLSTM-Transformer benchmark suggest
that a well-specified statistical model remains highly competitive in settings where seasonality
is dominant and rich exogenous drivers are limited. The 2026 forecasts preserve the expected
summer peak and provide actionable signals for capacity planning, destination management,
and sustainable tourism policy.

From a policy perspective, the findings suggest that tourism authorities in CEE countries can
rely on relatively simple and interpretable models for short-term planning when seasonal
structures are stable. However, incorporating richer data sources may become increasingly
important under conditions of structural change and external shocks.

The study has limitations. It relies mainly on deterministic features and a single intervention
dummy; incorporating market-specific drivers (income, prices and exchange rates, mobility
and aviation capacity, and online search intensity) may further improve predictive
performance, especially for larger and more volatile destinations. Future research may extend
the framework toward probabilistic forecasting with prediction intervals and scenario-based
stress testing under energy price shocks, geopolitical tensions, or renewed mobility disruptions.
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